Notes from the Joint Meeting of the Advanced User Support, Extreme Scalability, and User Services Working Groups, held at TG10, Pittsburgh, on August 3, 2010 – taken by Anirban Jana (PSC)
The meeting was coordinated by Dr Sergiu Sanielevici (SS), PSC, Dr Nick Nystrom(NN), PSC and Dr Amitava Majumdar (AM), SDSC. 

The meeting kicked off with SS briefly outlining frontline support tasks, followed by AM  outlining AUS and its 3 main sub-areas (ASTA, ASP and ASEOT), followed by NN outlining the goals of the Extreme Scalability WG. NN highlighted the XSWG goals of looking at scalability on various architectures, especially hybrid and multicore architectures, development and deployment of tools such as Performance Monitoring Tools , Debuggers and Compilers, and improving workflows, data storage, data transport, data analysis and visualization. 

In response to a clarification sought by Chris Hempel about ASP, AM mentioned that ASP projects differ from ASTA in that the former impacts the broader computational science community and is usually initiated from within the TG community, whereas the latter is requested by individual PIs and mostly limited to helping their specific projects. 

SS opened the floor for discussion on improving interaction with users.One suggestion he put forth is that the User Support group be more proactive in talking to users, although he noted that that is sometimes hard given the limited resources. Chris Hempel brought up the topic of the need to educate the  Campus Champions about the various TG tools, documentation etc. Phil Blood mentioned that he and Scott Teige now hold the posts of "Technical Advisors to Campus Champions" and hence primarily responsible for educating the Campus Champions. SS noted that these two positions need to be documented. Also Scott should provide feedback to the User Support group about his activities in this regard. 

Dan Katz brought up the idea of sending a semiautomated email to new Campus Champions after a few months of their assuming the role, asking them how they are doing in this role and whether they would like more help on certain issues. He noted that this may break the ice with new Campus Champions, since many newbies are often initially inhibited in filing tickets about issues they do not know, for fear of being labeled ignorant. Phil Blood suggested creating Discussion Groups for people with similar problems. 

In the last few minutes of the meeting, NN invited suggestions on how to make tools more available and visible to the user community. Often this requires a consultant to work with the soecific user. SS suggested that our group should try to help users relate their specific problems to published benchmarks. Phil Blood also pointed out that while a lot of emphasis is laid on scalability, the basic serial performance of a code is also important. Often when new users apply for a startup grant on the TG, they have just a serial code. One suggestion was to encourage users to mention the performance of their serial code in their startup proposal. This way, they will be made to think about performance from the beginning.  Dan Katz suggested that TG post "rules of thumb" regarding performance and scalability, for users to judge their own codes against. For example, Phil mentioned that a serial performance of 5% of theoretical peak serial performance is probably bad, while 20% may be OK. 

Martin Berzins (U. Utah) asked what mechanisms are in place to help a user debug and test his code interactively at scale. Mark Fahey mentioned looking at the debugger lgdb on Kraken for this. Sergiu pointed out that Making a Reservation is the mechanism for such interactive sessions. 

ADJOURNED!

