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Background on Livermore apps &
- -

= Livermore has many applications which run at large
scale for long times.

= Even on a failure-free machine, running jobs are
routinely interrupted at the end of 12 hour time slice
windows.

= To deal with failures and time slice windows, the apps
write out application-level checkpoint files from which
they restart.

= Typically, these checkpoints are coordinated and they
are written as a file-per-process or they can be
configured to be so.
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Motivation

= During early Dedicated Access Times (DATSs) on Atlas,
when “go bit” and “code 127 errors were still very
common, it was necessary to checkpoint large jobs
frequently to make progress

= A checkpoint of pf3d on 4096 processes (512 nodes) of
Atlas typically took 20 minutes and could be as high as
40 minutes - costly so configured run to checkpoint
every 2 hours

= However, the mean time before failure was about 1.5
hours, so many runs would fail before writing a
checkpoint - lots of lost time
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Motivation (cont.)
-

= Observations:
* Only need the most recent checkpoint data
« Typically just a single node failed at a time

= |dea:

« Store checkpoint data redundantly on compute cluster; only
write out to Lustre when a failure occurs

= This approach can use the full network and
parallelism of the job’s compute resources to cache
checkpoint data.
« With 1GB/s links, a 1024-node job has 1024GB/s bandwidth
 Compares to ~10-20 GB/s from Lustre

IL
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Implementation overview &
-

= Cache checkpoint data in files on storage on the compute nodes
« Assumes one checkpoint file per process

= Scripts run after job to flush latest checkpoint set to Lustre
= Simple, portable API to integrate around app’s existing checkpoint code

= Advantages
» Perfectly scalable - each compute node adds another storage resource

» Files persist beyond application processes, so no need to modify how MPI
library deals with process failure

- Same file format and file name application currently uses, so little impact to
application logic

= Disadvantages

* Only storage available on Peloton and TLCC systems is RAM disc, so
checkpoint files consume main memory

* Nodes may fail, so need to store files redundantly
» Susceptible to catastrophic failure, so need to write to Lustre occasionally

L
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B Tal
The SCR API "'3%'

// Include the SCR header
#include “scr.h”

// Initialization (do this once, just after MPI Init)
SCR Init();

// get full path to checkpoint file
// (e.g., routes name to /tmp/name)
SCR Route (name , file, sizeof(file));

// tell SCR that a checkpoint is about to start on file
SCR Start (file);

// open, write, and close the checkpoint file

// tell SCR that checkpoint file is complete and valid
SCR Complete (file, wvalid);

// Finalization (do this once, just before MPI Finalize)
SCR Finalize();

L
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Using the SCR API
-

// Include the SCR header
#include “scr.h”

// Initialization (do this once)
MPT Tnit(...);
SCR_Init();

// Route/Start/Complete (do this with each checkpoint)

// first, get full path to the checkpoint file (may change during the run)
char name[256] ;

char file[SCR MAX FILENAME];

sprintf (name, “rank %d.ckpt” , my rank );

SCR_Route (name , file, sizeof(file));

// next, tell SCR that a checkpoint is about to start on file
SCR_Start (file);

// then, open, write, and close the checkpoint file
int valid = 0;

int fd = open (file, O CREAT|O TRUNC, S_IRUSR|S_IWUSR);
if (fd > -1) {

valid = 1;
int n = write(fd, checkpoint data, sizeof (checkpoint data));
if (n != sizeof (checkpoint data)) { valid = 0; }

if (fsync(fd) < 0) { wvalid = 0; }
if (close(fd) < 0) { wvalid = 0; }
}

// finally, tell SCR that checkpoint file is complete and valid
SCR_Complete (file, valid);

// Finalization (do this once)
SCR Finalize();
MPI Finalize();

L
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SCR interpose library <
-

= |n some cases, codes can use SCR transparently
without even rebuilding.

= For codes that meet certain conditions, one can specify
a checkpoint filename via a regular expression and then
LD PRELOAD an SCR interpose library.

= This library intercepts calls to MPI_Init(), open(),
close(), and MPI_Finalize(); and then it make calls to
SCR library as needed for filenames which match the
regular expression.
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Partner-copy redundancy

VP! processes @ @ @ @

Write checkpoint file

0 1 2 3
locally on node \7
Copy checkpoint file
to a partner node 3 0 1 2
< ‘Nodes >
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Partner summary
-

= Can withstand multiple failures, so long as a
node and its partner do not fail simultaneously

= Simple, fast algorithm

= But... it uses a lot of memory

« For a checkpoint file of B bytes, requires 2*B
storage, which must fit in memory along with
application working set
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Reducing storage footprint &
- -

= Partner worked well and was used during the
Atlas DATSs starting in late 2007

= Application working sets required more of
main memory by the time TLCC rolled around

= Motivated XOR scheme:

« Compute XOR file from a set of checkpoints files
from different nodes

* In a failure, can recover any file in the set using
XOR file and remaining N-1 files

 Just store XOR file redundantly, not every file
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XOR reduce-scatter

Reduce

0 1 2 3 ——> | XOR

Checkpoint files from ranks on different nodes

XOR:0
Split
XOR:1
XOR é>
XOR:2
XOR:3
XOR:0
Scatter
XOR:1
‘ 0 1 2 3
XOR:2
XOR:3
XOR:0 XOR:1 XOR:2 XOR:3

Scatter XOR segments to different nodes
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XOR-copy redundancy

VP processes @ @ @ @

Write checkpoint file
locally on node

XOR reduce-scatter and XOR:0}  [XOR:1l  [XOR:2L ~ [XOR:3h
copy XOR segment to a
“/XOR:3 XOR:0 XOR:1 XOR:2

partner node in XOR set
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XOR summary :
-

= Can withstand multiple failures, so long as two nodes
In the same XOR set do not fail simultaneously

= |f a checkpoint file is B bytes, requires 1+2*B/N,
where N is the size of the XOR set

= Cuts storage requirement almost in half from Partner

* For example, if N=16, XOR requires 1.125*B
(down from 2*B in Partner)

= But... it takes longer
« Slightly slower checkpoint time than Partner (on RAM disc)
* Requires more time to recover files upon a failure
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pf3d checkpoint times for 4096 processes
-

Machine Nodes | Lustre time SCR time
& Iscratch & Data & BW & BW Speedup
Juno| 256 nodes 175 s 13.7 s
/p/lscratch3 1.88 TB 10.7 GB/s 140 GB/s 13x
Hera| 256 nodes 300 s 15.4 s
/p/lscratchc 2.07 TB 7.07 GB/s 138 GB/s 19x
Atlas| 512 nodes 157 s 3.86s
/p/lscratcha 41x
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Case study: pf3d on Hera
-

= With Lustre only
* Checkpoint every 2 timesteps, at average cost of 1200 secs

=  With SCR/Lustre
« Checkpoint every timestep, at cost of 15 secs
» Write to Lustre every 14 timesteps

= |n a given period
« 7 times less checkpoint data to Lustre
« Percent time spent checkpointing reduced from 25% to 5.3%
* More work saved upon a failure

= A nice surprise

«  With SCR, mean time before failure increased from a couple hours to tens
of hours or even days

* In this case, less stress on IB and Lustre reduced failure frequency
« Far fewer restarts - far less time spent re-computing the same work

L
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Partner scalable restart

Run job with spare node S.

Job stores checkpoint.

3 0 1 2
M NON JONORO
Relaunch with spare. 0 x ) 3 Lo
Distribute files to new rank mapping. T T
T ¢ 2

Rebuild redundancy. @ Q @ @ @

0 1 2 3
Continue run. \
s[{ 3 0 1
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Wanted: More codes :
e

= Looking to integrate SCR with more codes;
willing to expand implementation to
accommodate where needec

= Good candidates are large-scale codes which
write lots of checkpoint data and/or fall
frequently

= User Manual
 scr/docs/scr.pdf

= Plan to post code on SourceForge next week.
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In development \
-

= Experiment with solid state drives (SSDs).

« Slower than RAM disc, but frees up memory
for app, still relatively fast and increased
capacity Is a big bonus.

= Explore zlib compression and also file
combining (e.qg., tarfiles) during flush to file
system to optimize 1/O.

= Integrate Lustre llapi to place files and XOR
data on object storage targets (OSTs) during a
flush such that a restart can be made even if an
OST Is down or corrupted.
L
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In development (cont.)
-

= Implement simpler XOR scheme found in [1].

LLLLLLLLLLLLLLLLLLLLL

[1] William Gropp, Robert Ross, and Neill Miller.
Providing Efficient /O Redundancy in MPI
Environments, In Lecture Notes in Computer
Science, 3241:77-86, September 2004. 11th
European PVM/MPI Users’ Group.
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XOR scalable restart (part 1)

Run job with spare node S. @ @ @ @ @

Job stores checkpoint. 0 ! 2 3
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XOR scalable restart (part 2)

QOO

XOR reduce-scatter to produce

segments of the missing file. 0 XOR 2 3
[ 11 ] [ 12 | [ 13 ]
Gather segments of missing file. @ Q @ @ @
Truncate file to correct size. 0
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segments of XOR file. @ Q @ @ @

Rebuild redundancy.
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\ XOR:0 XOR:1] XOR:2]
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Catastrophic failures
e

= Example catastrophic failures from which the library can
not recover all checkpoint files

* Multiple node failure which violates the redundancy scheme
(happened twice in the past year).

 Failure during a checkpoint (~1 in 500 checkpoints).
 Failure of the node running the job batch script.
- Parallel file system outage (any Lustre problems).

= To deal with catastrophic failures, it is necessary to
write to Lustre occasionally, but much less frequently
than without SCR

IL
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Halting an SCR job o
-

= Itis important to not stop an SCR job if it is in the middle of a
checkpoint, since in this case, there is no complete checkpoint

set

= $SCR_HALT SECONDS + libyogrt can be used to halt the job
after a checkpoint before the allocation time expires

= scr_halt command writes a file which the library checks for after
each checkpoint

* scr halt
[-—checkpoints <num>]
[-—before <time>]
[-—after <time>]
[-—immediate]
[——seconds <num>]
<jobid>

L
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Partner selection R
I

Picking partner ranks
In an 8 node job with 2 ranks per node

Ranks
per

< - Nodes >

L
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XOR set selection

Assigning ranks to XOR sets of size 4
In an 8 node job with 2 ranks per node

= XOR set:

Lo00000000

00000000

< - Nodes >

L
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Building with SCR
-

= Compile
 gcc —l/usr/local/tools/scr/include ...

= Link
» gcc —L/usr/local/tools/scr/lib —Iscr ...
 rpath: —=WI,-rpath,/usr/local/tools/scr/lib

= Or, on LC machines
* mpigcc —plugin=scr ...
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Example job script w/ SCR
-

#!/bin/bash

#MSUB -1 partition=atlas

#MSUB -1 nodes=66

#MSUB -1 resfailpolicy=ignore

# above, tell MOAB / SLURM to not kill job allocation upon a node failure

# also note that the job requested 2 spares - it uses 64 nodes but allocated 66

# add the scr commands to the job environment
/usr/local/tools/dotkit/init.sh
use scr

# specify where checkpoint directories should be written
export SCR_PREFIX=/p/lscratchb/username/runl/checkpoints

# instruct SCR to flush to the file system every 20 checkpoints
export SCR FLUSH=20

# exit if there is less than hour remaining (3600 seconds)
export SCR HALT SECONDS=3600

# attempt to restart the job up to 3 times
export SCR RETRIES=3

# run the job with scr srun
scr_srun -n512 -N64 ./my job

L
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