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1. Introduction

This report describes the current status and future plans for providing batch queue predictions to TeraGrid users. Batch queue predictions are estimates about jobs that may be (or have been) submitted to the batch schedulers that manage high-performance computer systems. The estimates describe when jobs will begin to execute. 

Batch queue predictions are useful for a number of different tasks, including resource selection and planning. A metascheduler or a user can select a compute resource for a job based on when that job will start on a resource. In addition, a user can plan their work based on predictions about when their jobs will begin to execute.

TeraGrid has been using the QBETS [] service for batch prediction. This service is accessible via the TeraGrid User Portal and knowledgeable users can download client programs to access the QBETS service directly. However, the QBETS developers have left the University of California at Santa Barbara for a startup company and this has exposed several issues with TeraGrid’s use of QBETS. This has resulted in a search for alternatives.

While there is a fair amount of published work on techniques to perform batch queue predictions, there are very few production or near-production tools. The two primary tools that the Scheduling Working Group evaluated are Karnak [] and Moab []. Karnak is a research tool that is being hardened for production use. It is a stand-alone service that provides predictions of job start times, statistical information about jobs, and can be used to predict other properties such as job run times and file transfer times. Moab is a commercial scheduling system that provides start time estimates for submitted and hypothetical jobs. Even if Moab is not being used to schedule a cluster, it can be run in a monitor mode and provide predictions.

After our evaluation, the scheduling working group recommends that TeraGrid deploy the Karnak service for batch queue predictions. The primary factors in this decision are the licensing cost for Moab, the open source licensing of Karnak, the comparable personnel time for deployment of either approach, the comparable prediction performance of both approaches, and the additional capabilities provided by Karnak.

2. Use Cases

There are a number of use cases for batch queue predictions that motivate the TeraGrid deployment of a prediction tool. Some of the use cases are:

· To assist in the automatic resource selection performed by a metascheduler such as Condor-G with matchmaking. In this situation, a user describes their job to a metascheduler, the metascheduler determines what TeraGrid compute resources are candidates to run the job, and the metascheduler then selects from among these candidates. This selection can be performed using predictions of when the job will begin to execute on various compute resources.

· To assist in manual resource selection performed by a user. If a user has a job (or jobs) that can run on several different TeraGrid compute resources, the user can request predictions of when the job(s) will start on those resources and select accordingly.

· To assist a user in planning their work. A user can request predictions of start times for jobs that they have already been submitted to TeraGrid compute resource(s). The user can then plan their work activities using these predictions.

· To assist a user when making allocation requests. Start time predictions are one way for a user to determine which TeraGrid compute resources are more or less busy. A user can use this information when deciding which machines to request an allocation on.

3. Summary of Tools

QBETS provides two types of predictions for hypothetical jobs (jobs that a user may want to submit and would like a prediction for): A probability that a job will start by a user-specified deadline or a duration where a percentage (50%, 75% or 95%) of jobs will start within that amount of time. However, QBETS does not provide predictions for jobs that are already queued. QBETS is implemented as a single service that is being run by UCSB. A client to query QBETS is part of the TeraGrid User Portal and is available for download. QBETS information gathering daemons are running on TeraGrid compute resources. QBETS does not currently provide predictions for all compute resources and queues in TeraGrid. The license for the QBETS code is unknown. The source code for the service and information gatherers is unavailable but the source code for the client is available.

Karnak provides predictions for hypothetical and queued jobs. The predictions are an estimated wait time (or an estimated start time) and an X% confidence interval where the job should start within the confidence interval X% of the time. For example, a predicted wait time of 45 minutes (10 minutes. Karnak also provides statistical information about jobs that have started and completed on the systems that it is providing predictions for. Karnak is implemented as a service that will be managed by the GIG on a TeraGrid server. This service can be accessed via a browser or using client programs via a XML/HTTP REST interface that will be published. Karnak gathers data to make predictions using the GLUE 2 information in the TeraGrid MDS. Karnak can provide predictions for any TeraGrid compute resource where GLUE 2 information is available. Karnak is licensed under the Apache 2 license and source code is available.

Moab provides predictions for hypothetical and queued jobs. The predictions are provided as an estimated wait time and an estimated start time. No information about the accuracy of these predictions is provided to the user. Moab is a scheduling system that can be paired with a resource manager such as Torque [] to schedule jobs onto a parallel computer. Moab can also be run in monitor mode where it is watching the jobs on a cluster, but not making scheduling decisions. Combining these two approaches, Moab can be used to provide predictions for jobs in any queue on all TeraGrid compute resources. Moab is a commercial product and source code is generally unavailable. TeraGrid currently has a license agreement with Moab for a yearly fee to use Moab on up to 20,000 sockets.

A fourth tool that we did not perform a full evaluation of is the Catalina [] scheduler from SDSC. Catalina provides start time estimates for hypothetical and queued jobs based on backfill reservations. The predictions are the estimated start time of jobs. Similar to Moab, no information on expected accuracy is provided. Catalina can currently interact with LoadLeveler, PBS, and SLURM. Catalina is available under an open source license.

4. Discussion

As mentioned above, while the TeraGrid has been using QBETS to provide batch queue predictions, we are looking for alternative tools to provide this functionality for reasons unrelated to the capabilities and performance of QBETS. The QBETS developers recently went on leave from the University of California at Santa Barbara to start a company around their cloud computing software. This has exposed issues about the control QBETS as a production TeraGrid service. The QBETS service is running outside of TeraGrid and is being managed by former UCSB personnel. This situation has become unacceptable to TeraGrid, particularly since the former UCSB personnel are now focusing on other work. After discussion with the QBETS developers, it was determined that the QBETS service could not be moved onto a TeraGrid system. The QBETS developers had tried to move the QBETS service into a virtual machine in the past and had problems doing that. The QBETS source code is also not in a state where outside developers can pick it up and deploy a QBETS service. In addition, the licensing situation for QBETS is not fully defined – rights to it were transferred to the company started by the people that left UCSB.

However, even with these QBETS issues, QBETS is currently available on TeraGrid and it is therefore a benchmark that we can compare other tools to. The QBETS predictions differ slightly from the predictions provided by Karnak and Moab. Karnak and Moab provide an estimated wait duration or start time. QBETS provides the probability that a job will start by a deadline or a duration where the job is expected to start X% of the time within that duration. Any of these estimates are of value to users and can be used for the purpose of selecting where to submit a job. 

If we use the 50% quantile from QBETS as a prediction, the error of this prediction is similar to the errors of the predictions provided by Karnak and Moab (see Appendix A.1 for additional information). The data in the appendix also shows that QBETS predictions are not currently available for all TeraGrid compute resources and queues. Both Karnak and Moab can be deployed to provide predictions for all compute resources and queues on TeraGrid.

Along with an estimate, Karnak also provides a confidence interval that provides information about how confident Karnak is about the prediction. This is one advantage that Karnak has over Moab, that does not provide information about prediction accuracy. In addition, Karnak provides statistical information about jobs that could be of interest to users and TeraGrid personnel.

Moab is commercial software and is the most mature of the three software packages. QBETS has been running with relatively few failures on TeraGrid. Karnak is the least mature with a prototype service deployed on TeraGrid for only a few weeks. This contrasts with licensing, support, and related issues. Moab is available under a commercial license at an annual cost, source code is only available under a paid agreement, but responsive support is available. The QBETS license is not currently known, source code is not available, and the amount of support available is low with an unknown future. Karnak is available under an Apache open source license, support is provided as part of the TeraGrid collaboration, and enhancements and support will be available for the duration of the TeraGrid project.

The amount of effort to install and maintain the Moab and Karnak approaches is estimated to be roughly comparable. The Moab approach would require that several RPs install Moab in monitor mode for their clusters and configure it to approximate their scheduling policies. For one system (Frost), installing Moab would include creating an interface from Moab to their local resource manager (Cobalt). In addition, a batch queue prediction service would need to be created by the GIG and deployed by RPs so that Moab predictions would be available to remote systems (e.g. the TeraGrid User Portal or a metascheduler such as Condor). Client programs for this service would also need to be created and packaged by the GIG and (optionally) deployed by RPs.

The Karnak approach requires that the GIG deploy, harden, and support the Karnak service. The GIG would also package the Karnak client programs for deployment as part of a CTSS kit. RPs would need to deploy the GLUE 2 information provider package on their systems so that job information is available to Karnak via the TeraGrid secure MDS. RPs would optionally deploy the Karnak clients so that users on their systems could access Karnak predictions.

Finally, we again mention the Catalina scheduler as an alternative to Moab. Catalina is open source and there is not cost to use it, but it has some of the same issues as Moab. RPs would have to install Catalina, tune Catalina to approximate the actual scheduling algorithm, and maintain Catalina over time. Catalina also does not provide information about prediction accuracy, which may be important information to users. Catalina would also need to be enhanced to interact with LSF, SGE, Cobalt, and Moab so that it can retrieve job information for its simulations.

5. Recommendation

The scheduling working group recommends that TeraGrid deploy Karnak to provide batch queue predictions. The working group feels that continuing to use QBETS is not a viable approach given the difficulties and questions related to control of the QBETS service, licensing, and support. While Karnak is significantly less mature software than Moab, it has a number of advantages as far as cost, licensing, ease of deployment, and additional capabilities.

A. Batch Queue Prediction Tools

This section provides detailed information about the batch queue prediction service currently deployed on TeraGrid (QBETS) and the two replacement tools that we evaluated in detail (Karnak and Moab).

A.1. QBETS

1. General information

a. What is the name of the tool? Queue Bounds Estimation from Time Series (QBETS)
b. Where is the web site for the tool? http://nws.cs.ucsb.edu/ewiki/nws.php?id=Batch+Queue+Prediction
c. Cost/Licensing

i. Is the tool free to use? Is support free? For the moment, the tool is free to use by TeraGrid. This relies on the good will of the authors. Minimal support might be available for free, but it again depends on the good will of the authors (who are focusing on other projects).
ii. How is the tool licensed? (GPL, Commercial, etc.)) Unknown. The authors created QBETS while at the University of California at Santa Barbara, but they are now at a start up company. No license is provided in the downloadable client software.
d. Code Availability

i. Is the code open-source? Source code for the clients is available. Source code for the service is not available. Source code for the information gatherers is not available.
ii. Is there a mechanism for the developer to accept code changes from TeraGrid? No.
e. Support/Documentation

i. What support does the scheduler developer provide? (24/7, user forums, faqs) The developers are willing to provide paid support through their new company. The developers volunteered to provide a small amount of best-effort support for free.
ii. What is the quality of the documentation? Sufficient for using the service.
iii. Is the web site for the tool helpful and informative? Yes.
f. Product Maturity

i. How long has the product been available?  About 2-3 years.
ii. What is the production status of the code (prototype/alpha/beta/production)? Between beta and production.
iii. How many other production grids use this software today? QBETS is currently used in TeraGrid via the TeraGrid portal and is used by the LEAD gateway. QBETS is also part of the VGRaDS software.
iv. Approximately how many users of this software are there? Probably several hundred via the TeraGrid portal and LEAD gateway.
v. Approximately how many developers support this product? There currently appear to be no developers.
2. Functionality. Does the tool support the following functionality at this time? (also indicate if the functionality is planned in the future and a timeline, if known)

a. Estimate of job start time. In exactly what form is this estimate provided? (e.g. estimated time, upper bound)

i. For jobs that have not yet been submitted. QBETS provides two estimates related to the start time of jobs. The first estimate is a time where with a probability of X%, the job described will start by this time. The supported values for X are 50, 75, and 95. The second estimate is the probability that a job will complete by a specific time.
ii. For jobs waiting in a queue. No estimates provided.
b. Estimate of job completion time. In exactly what form is this estimate provided?

i. For jobs that have not yet been submitted. No estimates provided.
ii. For jobs waiting in a queue. No estimates provided.
c. The expected accuracy of each estimate. In exactly what form is this estimate provided? (e.g. XX% confidence interval) The user provides an accuracy (X%) to QBETS for the first type of estimate and QBETS provides a probability in the second type of estimate.
d. How dynamically do predictions change? (e.g. as soon as jobs begin to execute, estimates are updated) As a job begins to execute, the wait time for this job is incorporated into QBETS.
3. Installation

a. Were the installation instructions clear? The client install instructions are clear. The service is unavailable for us to install. The information gatherers are unavailable for us to install.
b. How long did installation take in hours of work? A few minutes for the clients.
c. What components of the software are installed:

i. On each TeraGrid resource (e.g. information gatherers) Custom QBETS information gatherers. These gatherers watch scheduler log files and send information to QBETS.
ii. Somewhere on TeraGrid (e.g. a TeraGrid-only prediction service) The QBETS clients are installed on any system where users might want to access predictions. Currently, this is only the TeraGrid portal.
iii. Somewhere outside of TeraGrid (e.g. a global prediction service) The QBETS prediction service.
d. What additional software is required in order to support the tool and where must it be installed? For each software dependency, is that software already in CTSS?

i. Each Teragrid resource (for example, MDS)  The dependencies of the information gathering software are unknown.
ii. Somewhere on TeraGrid (for example, MDS, relational database) The client software has no external dependencies.
e. Did you ask any questions of the developers? If so, were the developers responsive? The developers have been responsive in the past, but I have not asked them any questions since they formed their company. 

f. What customization was necessary to get the software to work? Was this customization easy or difficult? None needed for the clients. I believe the QBETS developers customize the service to support specific systems and queues on those systems.
g. Are there installation problems that you expect would occur on many installations? No.
h. For the software components that would be installed by RPs, are there any barriers to installing these components automatically as part of a CTSS kit? The main barrier is that neither source code nor binaries are available for the information gatherers. I have installed the client software on several TeraGrid systems without any issues.
4. Operation

a. How reliable is the software (failures/week)? The software seems quite reliable. I have not seen any queries to the service fail.
b. What failures were encountered? The information gathering infrastructure has failed in the past. This resulted in the service not receiving updated information causing (I assume) less accurate predictions.
c. Does the software provide logging? Can the amount of logging be adjusted? The client does not appear to provide logging. The logging performed by the service and information gatherers is unknown.
d. What amount of resources are typically used by the software? On what systems? (e.g. central server, login node) (e.g. disk space, physical/virtual memory, CPU time) The client uses minimal resources. The resource use of the service and the information gatherers is unknown.
e. What is the accuracy of the estimates provided? The average error of the estimates is close to the average wait time of the jobs predicted. See the detailed information below.
f. If accuracy estimates are provided, how tight are they? (e.g. they average X% of the estimate) The accuracy estimates are relatively good. They are right on for Queen Bee, a bit aggressive for BigRed, and a bit loose for Mercury.
g. If accuracy estimates are provided, what fraction of actual values within the accuracy estimates? For Queen Bee and Mercury, the estimates satisfy the quantile provided. For BigRed, the estimates do not satisfy the quantile.
5. User Experience

a. What is the quality of the user documentation? Sufficient.
b. What client interfaces are provided (GUI, command line, web interface, etc.) Command line programs, C API, WSDL.
c. For each user interface evaluated (e.g. GUI, API, command line):

i. Provide the interface name: Command line programs
ii. Is it well documented? Sufficient.
iii. Is it easy to understand and use?  Yes.
iv. Are there any changes to the interface that would improve it? 

d. Where any problems encountered? (e.g. documentation not matching interface, unimplemented features) No.
e. Are the error messages clear and helpful for debugging problems? Yes.
f. What is the average response time of the software? 3-5 seconds for a single machine query. Approximately 20 seconds for information about all machines.
g. How does the software perform under load? At what amount of load does the software begin to respond slowly? (e.g. twice as slow as unloaded response time) Unknown.
h. For each TeraGrid user helping evaluate:

i. Does this software meet your needs? 

ii. Is this your preferred software for performing advance reservation and/or co-scheduling? 

6. Other evaluator comments

The QBETS software performs well and is as accurate as the other prediction software that was evaluated. The problems with QBETS are licensing, control of the service (we can’t deploy it ourselves on a TeraGrid server – the code is not currently in a state that allows non-QBETS developers to deploy and manage it), and availability of code (service and information gathering code is unavailable to us).


Prediction Availability

QBETS predictions are currently available for the following TeraGrid resources and queues.

	System
	Resource Manager
	Scheduler
	Queues

	Kraken
	PBS
	Moab
	

	Ranger
	SGE
	SGE
	clean, development, large, noaa, normal, request, serial, sysdebug, systest, upgrade, vis

	Abe
	PBS
	Moab
	dque

	Lonestar
	KSF
	LSF
	normal, high, development, serial, hero

	Steele
	PBS
	PBS
	

	Queen Bee
	PBS
	Moab
	workq, checkpt

	Lincoln
	PBS
	Moab
	

	Big Red
	LoadLeveler
	Moab
	LONG, NORMAL, DEBUG

	BigBen
	PBS
	PBS
	batch, debug

	Mercury
	PBS
	Moab
	dque, big, long, priority, quake, gpfs-wan, debug

	Cobalt
	PBS
	Moab
	standard, industrial

	Frost
	Cobalt
	Cobalt
	

	Pople
	PBS
	PBS
	batch

	NSTG
	PBS
	PBS
	dque


Performance Information

The error shown below is the average difference between the estimate provided by the tool/method and the actual start time. 

Mercury

average wait time for 2813 jobs is 01:03:02 (H:M:S)

average wait time for 2160 predicted jobs is 01:16:52 (H:M:S)

average prediction errors for 2158 are:

  showstart historical:  2158 jobs, error 01:03:59 (H:M:S)

  showstart reservation: 2157 jobs, error 00:36:11 (H:M:S)

  showstart priority:    2158 jobs, error 05:47:33 (H:M:S)

  qbets 50% quantile:    2158 jobs, error 01:09:44 (H:M:S),

                                    66% before estimate

  qbets 75% quantile:    2158 jobs, error 01:37:52 (H:M:S),

                                    70% before estimate

  qbets 95% quantile:    2158 jobs, error 37:00:55 (H:M:S),

                                    99% before estimate

  karnak:                2158 jobs, error 01:10:01








 avg 90% confidence: 00:00:36








 65% in confidence

Queen Bee

Warren started gathering data for my predictions after he started doing Moab and QBETS predictions. The lack of Karnak predictions is the reason why the number of predicted jobs is quite a bit less than the number of jobs shown here.

average wait time for 6965 jobs is 07:47:21 (H:M:S)

average wait time for 1394 predicted jobs is 13:57:13 (H:M:S)

average prediction errors for 1389 are:

  showstart historical:  1389 jobs, error 10:44:52 (H:M:S)

  showstart reservation: 1389 jobs, error 11:55:57 (H:M:S)

  showstart priority:    1389 jobs, error 14:19:15 (H:M:S)

  qbets 50% quantile:    1389 jobs, error 12:13:09 (H:M:S),

                                    57% before estimate

  qbets 75% quantile:    1388 jobs, error 15:45:24 (H:M:S),

                                    77% before estimate

  qbets 95% quantile:    1388 jobs, error 62:06:04 (H:M:S),

                                    97% before estimate

  karnak:                1379 jobs, error 10:44:11








 avg 90% confidence: 04:53:58








 44% in confidence

BigRed

QBETS only provides predictions for jobs in queues LONG, NORMAL, and DEBUG. There are lots of jobs in the SERIAL queue, for example. These jobs aren't predicted by QBETS (they are predicted by showstart) and this is why only 1780 predictions are reported below.

In this case, Warren optimized Karnak predictions only to the queues that QBETS predicted.

average wait time for 15614 jobs is 03:04:44 (H:M:S)

average wait time for 1780 predicted jobs is 09:57:33 (H:M:S)

average prediction errors for 1780 are:

  showstart historical:  1780 jobs, error 11:50:44 (H:M:S)

  showstart reservation: 1780 jobs, error 11:07:38 (H:M:S)

  showstart priority:    1780 jobs, error 32:37:49 (H:M:S)

  qbets 50% quantile:    1780 jobs, error 09:26:37 (H:M:S),

                                    31% before estimate

  qbets 75% quantile:    1777 jobs, error 09:12:32 (H:M:S),

                                    44% before estimate

  qbets 95% quantile:    1780 jobs, error 13:57:01 (H:M:S),

                                    78% before estimate

  karnak:                1780 jobs, error 09:26:10








 avg 90% confidence: 01:13:32








 31% in confidence

A.2. Karnak

1. General information

a. What is the name of the tool? Karnak
b. Where is the web site for the tool? TBD.
c. Cost/Licensing

i. Is the tool free to use? Is support free? Free to use, free best effort support.
ii. How is the tool licensed? (GPL, Commercial, etc.)) Apache 2
d. Code Availability

i. Is the code open-source? Yes.
ii. Is there a mechanism for the developer to accept code changes from TeraGrid? Yes, the developer (Warren Smith at TACC) participates in TeraGrid.
e. Support/Documentation

i. What support does the scheduler developer provide? (24/7, user forums, faqs)  Email during business hours.
ii. What is the quality of the documentation? Incomplete.
iii. Is the web site for the tool helpful and informative?  Not applicable.
f. Product Maturity

i. How long has the product been available? The product is not currently available. The software has been in development (on and off) for 6 or 7 years.
ii. What is the production status of the code (prototype/alpha/beta/production)? Prototype.
iii. How many other production grids use this software today? 0
iv. Approximately how many users of this software are there? 0
v. Approximately how many developers support this product? 1
2. Functionality. Does the tool support the following functionality at this time? (also indicate if the functionality is planned in the future and a timeline, if known)

a. Estimate of job start time. In exactly what form is this estimate provided? (e.g. estimated time, upper bound)

i. For jobs that have not yet been submitted. Yes. As an estimated wait duration or an estimates start time.
ii. For jobs waiting in a queue. Yes. As an estimated wait duration or an estimates start time.
b. Estimate of job completion time. In exactly what form is this estimate provided?

i. For jobs that have not yet been submitted. Supported in software, but not yet exposed by the service. As an estimated time to completion or completion time.
ii. For jobs waiting in a queue. Supported in software, but not yet exposed by the service. As an estimated time to completion or completion time.
c. The expected accuracy of each estimate. In exactly what form is this estimate provided? (e.g. XX% confidence interval) As a X% confidence interval where the user proves X as part of the query.
d. How dynamically do predictions change? (e.g. as soon as jobs begin to execute, estimates are updated) As the queue state changes (e.g. jobs are submitted, started complete or are canceled, jobs are re-ordered, queues are paused), this information is incorporated into the predictor and this may cause predictions to change.
3. Installation

a. Were the installation instructions clear? The software was installed by the author, so this doesn’t apply.
b. How long did installation take in hours of work? Once instructions are complete, the service should take 1-2 hours to install, configure, and test. The clients should take under an hour to install and test.
c. What components of the software are installed:

i. On each TeraGrid resource (e.g. information gatherers) Information gatherers. Currently, the TeraGrid GLUE 2 information providers that provide job information (GLUE 2 Compute Activity).
ii. Somewhere on TeraGrid (e.g. a TeraGrid-only prediction service) The Karnak prediction service (REST XML over HTTP) on a centralized server. Client programs wherever predictions are to be accessed.
iii. Somewhere outside of TeraGrid (e.g. a global prediction service) None.
d. What additional software is required in order to support the tool and where must it be installed? For each software dependency, is that software already in CTSS?

i. Each Teragrid resource (for example, MDS) Secure MDS service to publish job information gathered by the GLUE 2 information providers.
ii. Somewhere on TeraGrid (for example, MDS, relational database) A central MDS server is convenient (but not required) as single place to query for job information. 
e. Did you ask any questions of the developers? If so, were the developers responsive? Not applicable.
f. What customization was necessary to get the software to work? Was this customization easy or difficult? The customization performed so far was to process the GLUE 2 job information into the information needed by Karnak.
g. Are there installation problems that you expect would occur on many installations? No.
h. For the software components that would be installed by RPs, are there any barriers to installing these components automatically as part of a CTSS kit? No, the GLUE 2 information gatherers are already installed by many RPs (although only a few of these installations are exporting job information).
4. Operation

a. How reliable is the software (failures/week)? Unknown.
b. What failures were encountered? Various failures are encountered and fixed as they occur in the prototype service implementation.
c. Does the software provide logging? Can the amount of logging be adjusted? Logging is provided and the level can be adjusted (log4j).
d. What amount of resources are typically used by the software? On what systems? (e.g. central server, login node) (e.g. disk space, physical/virtual memory, CPU time) The GLUE 2 information gatherers require a small amount of CPU, memory, and disk. The Karnak service requires roughly 25-50% of a CPU, at most 128MB of memory, and a few MB of disk space.
e. What is the accuracy of the estimates provided? The average error of the estimates is close to the average wait time of the jobs predicted. See the detailed information in the QBETS evaluation.
f. If accuracy estimates are provided, how tight are they? (e.g. they average X% of the estimate) The accuracy estimates are overly aggressive and need to be adjusted.
g. If accuracy estimates are provided, what fraction of actual values within the accuracy estimates? The percent of estimates that fall within the 90% confidence interval varies from 31% to 65%.
5. User Experience

a. What is the quality of the user documentation? Not yet available.
b. What client interfaces are provided (GUI, command line, web interface, etc.) Command line and REST/HTTP (XML, HTML, text) interfaces.
c. For each user interface evaluated (e.g. GUI, API, command line): N/A
i. Provide the interface name: 

ii. Is it well documented? 

iii. Is it easy to understand and use? 

iv. Are there any changes to the interface that would improve it? 

d. Where any problems encountered? (e.g. documentation not matching interface, unimplemented features) N/A
e. Are the error messages clear and helpful for debugging problems? N/A
f. What is the average response time of the software?  N/A
g. How does the software perform under load? At what amount of load does the software begin to respond slowly? (e.g. twice as slow as unloaded response time) N/A
h. For each TeraGrid user helping evaluate: N/A
i. Does this software meet your needs? 

ii. Is this your preferred software for performing advance reservation and/or co-scheduling? 

6. Other evaluator comments


Karnak can also be used to provide predictions of job run times and GridFTP transfer times. The GLUE 2 information is all that it is needed to provide run time predictions. GridFTP transfer predictions would require that information from GridFTP performance logs be sent to the Karnak service from TeraGrid systems.

The Karnak service also provides information and statistics about TeraGrid jobs. This includes:

· Summaries of jobs currently being managed on TeraGrid compute resources

· Average wait times, requested run times, actual run times, and requested slots for different historical durations

The prototype service can be accessed via a web browser at http://karnak.teragrid.org:9998/index.html.

Prediction Availability

Karnak predictions can be provided for any TeraGrid system that provides GLUE 2 job information. The table below lists which machines could provide this information, which machines currently provide general GLUE 2 information, and which machines currently provide GLUE 2 job information.

	System
	Resource Manager
	Scheduler
	GLUE 2 Available
	GLUE 2 Installed
	GLUE 2 Job Information Installed

	Kraken
	PBS
	Moab
	Yes
	No
	No

	Ranger
	SGE
	SGE
	Yes
	Yes
	Yes

	Abe
	PBS
	Moab
	Yes
	Yes
	No

	Lonestar
	LSF
	LSF
	Yes
	Yes
	Yes

	Steele
	PBS
	PBS
	Yes
	No
	No

	Queen Bee
	PBS
	Moab
	Yes
	Yes
	No

	Lincoln
	PBS
	Moab
	Yes
	Yes
	No

	Big Red
	LoadLeveler
	Moab
	Yes
	Yes
	No

	BigBen
	PBS
	PBS
	Yes
	No
	No

	Mercury
	PBS
	Moab
	Yes
	Yes
	No

	Cobalt
	PBS
	Moab
	Yes
	Yes
	No

	Frost
	Cobalt
	Cobalt
	No
	No
	No

	Pople
	PBS
	PBS
	Yes
	No
	No

	NSTG
	PBS
	PBS
	Yes
	No
	No


Performance Information

See the data in the QBETS evaluation. 

A.3. Moab

1. General information

a. What is the name of the tool? Moab
b. Where is the web site for the tool? http://www.clusterresources.com/products/moab-cluster-suite.php
c. Cost/Licensing

i. Is the tool free to use? Is support free? In general, no. However, TeraGrid has an agreement with Cluster Resources for Moab Cluster Suite and Moab Grid Suite. This agreement includes usage at NCSA, ANL, SDSC, Indiana, ORNL, TACC, and Purdue on a total of up to 20,000 CPU sockets.
ii. How is the tool licensed? (GPL, Commercial, etc.)) Commercial.
d. Code Availability

i. Is the code open-source? No.
ii. Is there a mechanism for the developer to accept code changes from TeraGrid? Not applicable.
e. Support/Documentation

i. What support does the scheduler developer provide? (24/7, user forums, faqs) 

ii. What is the quality of the documentation? Good.
iii. Is the web site for the tool helpful and informative? Yes.
f. Product Maturity

i. How long has the product been available? 

ii. What is the production status of the code (prototype/alpha/beta/production)? Production.
iii. How many other production grids use this software today? It’s used on many clusters, probably 100s or 1000s. It’s currently in use on TeraGrid on 7 clusters.
iv. Approximately how many users of this software are there? Thousands.
v. Approximately how many developers support this product? 

2. Functionality. Does the tool support the following functionality at this time? (also indicate if the functionality is planned in the future and a timeline, if known)

a. Estimate of job start time. In exactly what form is this estimate provided? (e.g. estimated time, upper bound) 

i. For jobs that have not yet been submitted. The Moab showbf command provides start time predictions for jobs that have not been submitted. The estimated is provided is in the form of a duration the job is expected to wait and a time the job is expected to start. Moab can compute estimates in three different ways: Using reservations, using priorities, or using history.
ii. For jobs waiting in a queue. The Moab showstart command provides the start time of predictions for jobs in the queue. The estimates provided are of the same format and type as for showbf.
b. Estimate of job completion time. In exactly what form is this estimate provided?

i. For jobs that have not yet been submitted. No estimates provided.
ii. For jobs waiting in a queue. No estimates provided.
c. The expected accuracy of each estimate. In exactly what form is this estimate provided? (e.g. XX% confidence interval) Accuracy is not provided.
d. How dynamically do predictions change? (e.g. as soon as jobs begin to execute, estimates are updated) As the scheduler updates its state or as new historical information is available.
3. Installation

a. Were the installation instructions clear? Yes
b. How long did installation take in hours of work? <1 hour of work for an admin that knows Moab. Perhaps half a day for an admin that doesn’t know it.
c. What components of the software are installed:

i. On each TeraGrid resource (e.g. information gatherers) Moab daemon, showstart and showbf commands
ii. Somewhere on TeraGrid (e.g. a TeraGrid-only prediction service) None.
iii. Somewhere outside of TeraGrid (e.g. a global prediction service) None.
d. What additional software is required in order to support the tool and where must it be installed? For each software dependency, is that software already in CTSS?

i. Each Teragrid resource (for example, MDS) None.
ii. Somewhere on TeraGrid (for example, MDS, relational database) None.
e. Did you ask any questions of the developers? If so, were the developers responsive? The developers are generally quite responsive.
f. What customization was necessary to get the software to work? Was this customization easy or difficult? No customization needed for queue time prediction. Customization would be required to use Moab with a resource manager not currently supported (Cobalt is the only resource manager on TeraGrid in this situation – see http://www.clusterresources.com/products/mwm/docs/a.ormintegration.shtml).

g. Are there installation problems that you expect would occur on many installations? No. 

h. For the software components that would be installed by RPs, are there any barriers to installing these components automatically as part of a CTSS kit? Licensing issues.
4. Operation

a. How reliable is the software (failures/week)? <1 failure/week
b. What failures were encountered?  None for queue time prediction.
c. Does the software provide logging? Can the amount of logging be adjusted? Yes, logging verbosity can be controlled at run time.
d. What amount of resources are typically used by the software? On what systems? (e.g. central server, login node) (e.g. disk space, physical/virtual memory, CPU time) Central server, ~10-100 GB disk (depending on logging verbosity), ~1-2 GB of memory for a large system (e.g. Kraken or Ranger)
e. What is the accuracy of the estimates provided? See below.
f. If accuracy estimates are provided, how tight are they? (e.g. they average X% of the estimate) Not applicable.
g. If accuracy estimates are provided, what fraction of actual values within the accuracy estimates? Not applicable.
5. User Experience

a. What is the quality of the user documentation? Good.
b. What client interfaces are provided (GUI, command line, web interface, etc.) GUI, command line, Java API.
c. For each user interface evaluated (e.g. GUI, API, command line): Not applicable.
i. Provide the interface name: 

ii. Is it well documented? 

iii. Is it easy to understand and use? 

iv. Are there any changes to the interface that would improve it? 

d. Where any problems encountered? (e.g. documentation not matching interface, unimplemented features) None.
e. Are the error messages clear and helpful for debugging problems? Yes.
f. What is the average response time of the software? Under a second.
g. How does the software perform under load? At what amount of load does the software begin to respond slowly? (e.g. twice as slow as unloaded response time) Not measured.
h. For each TeraGrid user helping evaluate: Not applicable.
i. Does this software meet your needs? 

ii. Is this your preferred software for performing advance reservation and/or co-scheduling? 

6. Other evaluator comments


Moab is used as the scheduler on 7 of the 14 current TeraGrid compute resources (see table below).

Moab supports remote access to estimates if both sites have peer Moab installations. It is unclear if TeraGrid Moab installations would be configured as peers. As an alternative, RPs would need to deploy a service (perhaps in the Globus container) that allows remote access to Moab estimates. Remote access will be needed by tools such as the TeraGrid User Portal and metaschedulers.

Moab does not provide information about the expected accuracy of its estimates. The importance of this can be debated, but a couple points:

· At least one site (PSC) has experience with users expecting wait time estimates to be accurate and getting complaints for users when they aren’t.

· Accuracy information can be useful for resource selection (either by a metascheduler or by a user). If the predictions for the wait time of a job are 12 hours ( 6 hours on system A and 13 hours ( 1 hour on system B, some users or tools might prefer to submit to system B.
Moab can be installed in monitor mode on all but one of the current TeraGrid compute resources (see table below). This installation would be done by each RP for each of their TeraGrid compute resources. We have not measured the amount of resources used by Moab as it executes in this mode. It is likely that Moab could share an administrative node with other services.

Moab would need to be configured to either prioritize jobs in the same order as the system scheduler or be provided with the list of jobs sorted in the system scheduler’s priority order.

Moab in monitor mode should provide estimates as accurate as if it were scheduling the system if and only if it is configured to have an infinite reservation depth. We currently have no data to validate this statement.

Moab is a commercial product and RPs would need licenses to run Moab in monitor mode. Based on information provided by Cluster Resources to Warren Smith of TACC, TeraGrid does have an agreement for Cluster Resources for Moab Cluster Suite and Moab Grid Suite. This agreement covers NCSA, ANL, SDSC, Indiana, ORNL, TACC, Purdue and appears to cover only up to 20,000 CPU sockets. The authors do not know the amount of sockets used under this agreement or whether different licensing terms would cover Moab in monitor mode.

Availability

	System
	Job/Resource Manager
	Scheduler
	Moab Monitor Mode Available

	Kraken
	PBS
	Moab
	N/A

	Ranger
	SGE
	SGE
	Yes

	Abe
	PBS
	Moab
	N/A

	Lonestar
	KSF
	LSF
	Yes

	Steele
	PBS
	PBS
	Yes

	Queen Bee
	PBS
	Moab
	N/A

	Lincoln
	PBS
	Moab
	N/A

	Big Red
	LoadLeveler
	Moab
	N/A

	BigBen
	PBS
	PBS
	Yes

	Mercury
	PBS
	Moab
	N/A

	Cobalt
	PBS
	Moab
	N/A

	Frost
	Cobalt
	Cobalt
	No (but can be written)

	Pople
	PBS
	PBS
	Yes

	NSTG
	PBS
	PBS
	Yes


Performance Information

See the data in the QBETS evaluation. 




