TeraGrid ’09 ( Science Advisory Board User Forum ( 23 June 2009

An open User Forum was held at the TeraGrid’09 Conference in Arlington, VA on 23 June 2009. The Forum was organized by the TeraGrid (TG) Science Advisory Board (SAB) to provide users with an opportunity to learn about the SAB and to inform the SAB about their concerns and suggestions for the most effective use of TeraGrid resources. Members of the SAB led the discussion, including Tom Cheatham, U. Utah; Jim Kinter, Center for Ocean-Land-Atmosphere Studies; Phil Maechling, U. Southern California; Alex Ramirez, Hispanic Association of Colleges and Universities; and P.K. Yeung, Georgia Institute of Technology) led the discussion. Approximately 25 people (including the SAB members and individuals from TG) attended.  A short presentation on the SAB and a description of the recent SAB white paper on user services was provided by Kinter, after which there was a lively free-flowing discussion. The participants included current TG users as well as a group of gene sequencing researchers who have only recently begun considering use of the TG for their bio-informatics work. The latter group had begun using TG, but the TG was not what they thought it was before they had begun using resources, so they went elsewhere to do their computing. The fact that they attended TG09 to voice their frustrations was noted by the SAB members who attended as extremely important.

It should be noted that the sample of TG users attending the User Forum was quite small, so the views expressed cannot be considered fully representative of the broad community. Also, by the nature of the open discussion, most of the topics are controversial and the positions taken are debatable. For this reason, most of the recommendations are to study the questions raised more systematically. 

A number of issues were raised that bear consideration either by the TG, the NSF or the SAB. The main issues raised in the discussion were: 

· National Science Foundation (NSF) programmatic support for software and other cyberinfrastructure development: The general sentiment was that the current level of support for middleware and tools development is inadequate. Those present felt that the NSF Office of Cyberinfastructure (OCI) has focused primarily on large supercomputer systems at the expense of software development support. The open question regarding NSF priorities for hardware vs. software was vigorously discussed, and, although no consensus emerged, the issue of limited funding for software was consistently raised.
· Centralized vs. cloud computing: The focus of TG hardware deployment has been on large, centralized high-performance computing (HPC) and loosely-coupled high-throughput computing (HTC) installations, while the trend more generally has been toward a virtualized computing infrastructure, often called cloud-computing. Should NSF support some cloud-computing resources in addition to the HPC and HTC resources already offered through in TG?
· General purpose machines/centers versus domain-specific expertise and centers: There are some good arguments for supporting domain-specific HPC resources. For example, architecture choices may impact particular domains more than others, and user services cannot have expertise in all scientific domains. On the other hand, virtual organizations across centers may already provide sufficient support for domain-specific requirements, and domain-specific differences in hardware needs are not obvious. Furthermore, the scientific computing market is very small, and most HPC systems are very similar, so general purpose hardware is the standard. Economies of scale and centralized expertise on architectures may be the most effective strategy.  A general consensus did not emerge.

· High performance computing continuity: Concern was expressed that the recent large expansion of HPC capability within the TG could not be sustained. 

· TG Deep vs. Wide: Many user concerns are associated with the “Wide” goal in TG’s strategic plan, as is the NSF mandate to broaden participation; however, the majority of investments to date have been on the HPC side, promoting the “Deep” goal.

· Allocations: (1) Users are confused about the policy for "multiyear" allocations. (2) The allocation process does not seem to take into account the differences in requirements for requests that are addressed to a specific TG Resource Provider (RP) vs. requests for TG-wide resources.  

· Support for startup accounts: Because it can be difficult for startup projects to get onto TG and make effective use of the resources, first-time users can get frustrated. During the discussion, the TG was characterized as “Afghanistan” – ruled by a small set of “warlords” who control the vast majority of the resources, making it difficult for new research teams to gain a foothold. 

· TG support for COTS: Several individuals expressed concerns about the level and continuity of support for commercial “off-the-shelf” (COTS) software (e.g., Matlab, Fluent, ABACUS, Gaussian, etc.). Questions were raised about how to select COTS products to be licensed and/or supported by TG, with an eye to balancing costs. The reluctance of industry to freely license valuable software to a general/global entity which may, in turn, inhibit individual universities from licensing software was noted.

· Education, outreach and training metrics: What is TG delivering and how can it be assessed?  There is a glossy report available yearly from TG on the highlights both scientific and EOT.  However, participants pointed out that they do not need a list of “nuggets” so much as they need to understand the importance, impact and aim of TG projects and activities. Should there be in intra-NSF or inter-agency determination of metrics of success?  Should there be greater collaborations between agencies on assessing impact, perhaps through NAS or another entity to determine the "good" science? Metrics vary considerably from one discipline to another, and there is no easy way to assess impact across disciplines. 
· Programs that should be expanded: Science Gateways program; common/global authentication from TG to the campus level; uniform, globally accessible file systems.

· Requests for support on multiple TG sites: Such requests run the risk of insufficient user support, because no single RP is taking the responsibility for resolving support questions and issues. 

· TG visibility: It was noted that a large number of domain and computational scientists are unfamiliar with TG or what it has to offer. The Campus Champions program was highlighted as a conduit for making TG more visible on university campuses. 

The discussion led to a number of possible recommendations to TG and NSF: 

· Software development vs. capability systems: While no consensus was achieved on this question, it was recommended that TG, engaged with its user community and NSF, should study how best to balance these two complementary aspects of its mission.

· Centralized vs. virtualized: A study should be undertaken to determine the size and scope of the research community that might be better served by the TG offering a cloud-computing model. 

· General purpose vs. domain-specific HPC: Since no consensus emerged from the discussion, no clear recommendation could go forward; however, the TG should keep open this possibility. 

· Continuity of HPC: This question will be taken up at the next SAB meeting. 

· Allocations: "Multiyear" allocations should be clarified through better documentation, allocations procedures, reporting, and process. Information should be gathered about the requirements and potential impact of requests for resources across multiple RPs, which could then be used to advise the allocation process. 

· Startup accounts: To alleviate the problem of losing new users and new user communities to the frustrations of getting started on TG, the TG should consider assigning to startup accounts an “advocate” within the TG who can evaluate requirements and help get special user support.

· Requests for support on multiple TG sites: Domain- or HPC-specific topics could be tackled by a TG team or virtual organization, not just people at a specific RP.  

· Persistence of environment and TG-RP tension: The NSF should analyze the tension between teaming and competing for scarce resources in order to ensure the continuity of the HPC and high-end digital resources it supports. 

· COTS: TG should evaluate the number of users with specific COTS needs and the expected increase in the number of users if some of these tools were available.

· EOT: A greater focus on the impact of TG resources is needed. 

· Visibility: TG could do a better job advertising itself outside the group of people who are already aware of TG resources. The Campus Champions program could serve as a vehicle for promoting TG and therefore should be more robustly supported and expanded. 

· Impact: The SAB could undertake an assessment, within disciplines, of impact. The SAB could invite NSF directorate heads and representatives of other agencies to meet with the SAB at the January meeting to provide input on science impact. 
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